	Surviving Information Theory

	MRP-J


This guide is based on the 8-hour lecture course on Information Theory given in the summer term by Tasos Papatsoris.

Information theory concerns the measurement of information, and the use of coding techniques to reduce data rate or improve the robustness of a communications system.

This course concerns digital transmission only, on the most part in binary form.

A given information source must have some random element to it in order to convey information. Something that is 100% predictable contains no information!

Information sources generate a number of symbols which carry the information. The source has a finite number of permitted symbols, known as an alphabet.

To understand random sources, we need to use probability theory. Probabilities are usually expressed as decimal numbers between 0 and 1. A probability of 0 means something will never happen. A probability of 1 is totally certain.

To find probabilities, we count the number of occurrences N(S) of our symbol S in a random stream of N symbols. Dividing N(S) by N gives the probability. For example, if you see 25 occurrences of S in 100 symbols, then the probability is 0.25

Of course, the more symbols you observe, the more accurate your probability figure.

Note that if you have a number of mutually exclusive symbols, i.e. the source always transmits one of these symbols at any given time, then the total probability is 1.

For example, if we have two mutually exclusive symbols, S and T, and S has a probability of occurrence of 0.25, then T must have a probability of occurrence of 0.75.

Probability arithmetic

If you want to know the probability of symbol A or symbol B occurring then you add their individual probabilities:

For example, the probability of throwing a 2 or a 3 on a single die is 
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If you want to know the probability of symbol A and symbol B occurring then you multiply their individual probabilities:

For example, the probability of throwing double 6 on two dice is:
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These two rules only work where the occurrence of symbols is independent, i.e. where the occurrence of one symbol does not affect the occurrence of another.

Conditional Probabilities (Bayes’ Theorem)

When two symbols are not independent, the following formula must be used:

P(A) means the probability of symbol A occurring.

P(B) means the probability of symbol B occurring.

P(B|A) means the probability of B occurring, on the condition that A has already occurred. This is read as “probability of B, given A” 

P(A and B) means the probability of A occurring and then B occurring.
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Bear in mind that P(B and A) is not the same as P(A and B)

Information Theory

This was dreamed up by Claude Shannon, a researcher at Bell Labs in the USA in 1948.

Information is the resolution of uncertainty
Since uncertainty is measured using probability we can define information mathematically:
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Conventionally, when dealing with binary systems, we take the logarithm to the base 2, and define the unit of information as being the bit. NOTE – this is not the same bit as the binary digit. 

Entropy

The entropy of a source is its average information rate. To find it, take the probability of each symbol and multiply by the information carried by that symbol. Then add up all of the products.

For a binary source, entropy (H) is defined thus:
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H is maximum when p is 0.5, i.e. when all symbols are equally probable.
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 where n is the number of symbols generated by the source.

Redundancy

Redundancy is the difference between the maximum entropy and the actual entropy:
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Source encoding

Coding techniques can be used to reduce the redundancy of the source, leading to data compression.

Average codeword length:
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li is the length in binary digits of codeword i
pi is the probability of codeword i occurring

Basically, measure the length of your codeword, multiply by its probability and then repeat for the other codewords. Add them together to give the average codeword length.

Encoded source efficiency:
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Input length in output symbols:
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where n is the number of symbols transmitted by the source.

Compression ratio:
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Desirable properties of codes:

· uniquely decodable (i.e. no codeword is a prefix of any other)

· instantaneous (i.e. the end of a codeword should not be defined by the beginning of the next)

· compact (i.e. codewords should be as short as possible)

Fano-Shannon Coding Method:

Write the symbols down in order of decreasing probability.

Insert a dividing line between two symbols so that you have a probability of close 0.5 on each side of the line. Then take each half and try to split the probabilities in half again.

Repeat until you’ve separated all of the symbols. Then read off the codewords down the “tree” from right to left.

Huffman coding method:

List the symbols in order of decreasing probability.

Join the two symbols with the lowest probability to form a node. Label the upper branch with a 0 and the lower with a 1. Label the node with sum of the two probabilities.

Repeat until all leaves and nodes are joined into one tree.

Read the codewords from right to left down the tree.

Information Transmission 

Transmitting data over a noisy channel causes errors. 

Information content of data stream before it gets corrupted by noise is known as a priori information. The erroneous information content you actually receive is known as a posteriori information.

If a 1 is transmitted then:
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where P(T1) is the probability that a 1 is transmitted.

If a 1 is received:
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If this is larger than Ipri then information has been gained at the receiver. Otherwise, information is “lost in transmission”.

The information received is 
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Mutual information and equivocation

Mutual information is the average information transferred:

I(T;R) is the notation for mutual information:
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Equivocation is the information lost in transmission:

H(T|R) is the notation for equivocation.

Channel Capacity:

Capacity is the maximum possible mutual information of a channel.

For a binary symmetric channel, with error probability p:
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Shannon’s Theorem states that:

It is possible to transmit information over a channel at any rate less than or equal to its capacity with arbitrarily small error probability.
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C= channel capacity

B=channel bandwidth

S/N = signal to noise ratio

Channel Codes:

In a noisy channel, redundancy is added to give protection against errors.

To reduce error probabilities, codewords should be as dissimilar as possible.

The number of digits by which two codewords differ is known as the Hamming Distance.

If you evaluate this for a whole coding scheme, then the limiting factor is the Minimum Hamming Distance (dmin)- i.e. the amount by which the most similar codewords differ.

A code can guarantee to detect up to and including dmin-1 errors.

A code can guarantee to correct up to and including 
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Parity codes:

In a parity code, an extra digit is added, known as the parity digit. A decision is made whether to use odd or even parity by the code designer. If the parity is odd, the parity digit is set so as to give an odd number of 1s in the codeword. If the parity is even, the parity digit is set so as to give an even number of 1s in the codeword.

Classical Hamming Code:

This comprises the information digits interspersed with parity digits. If a single error occurs, some of the parity checks will fail. By looking at the states of the erroneous parity bits you can find the bit that is in error.
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