Digital Engineering

Revision notes by Michael Prior-Jones based on course by Jonathan Dell

VHDL basics:

Simple statements:

C <= A and B after 5ns;

C is equal to (A AND B) with 5ns propagation delay.

The propagation delay term is optional: if it’s omitted a default value, delta, is used instead.

Entity-Architecture pairs

The entity statement describes the inputs and outputs of a code block. The architecture statement describes its internal operations:

entity FullAdder is


port(X,Y, Cin : in bit;  Sum, Co : out bit);

end FullAdder;

architecture Equations of FullAdder is

begin


Sum <= X xor Y xor Cin after 10ns;


Co <= (X and Y) or (X and Cin) or (Y and Cin) after 10ns;

end Equations;

Other useful VHDL statements:

bit_vector (n downto 0); describes a bus or bit vector n bits wide.

component: allows you to refer to another code block within your architecture declaration. You just declare the connections of the code-block.

signal: declares an internal signal path (like a local variable) within the architecture declaration.

port map: allows you to route inputs/outputs to a component: just like passing parameters to it, you give the inputs/outputs in a list matching their declared order in the entity and component statements.

The VHDL process

process(B,C,D)

begin


A <=B;


B<=C;


C<=D;

end process;

This is given a sensitivity list of variables: if any of these variables changes state, then the process is run. However, the process runs as a single statement, i.e. the statements are all executed within one time interval.

Conditional statements:

if condition then


do stuff


elsif condition statements


else



do other stuff

end if;

Select statements:

case sel is


when 0 => F <= I0;


when 1 => F <=I1;


when 2 => F <=I2;

end case;

type: works like typedef in C. Eg:

type StateTable is array (integer range <>, bit range <>) of integer;

constant: declares a constant.

Functions:

function fn_name (parameter list)


return return_type is



declarations


begin



sequential statements


return return_value;

end fn_name;

Call the function with fn_name(parameters)

Procedures:

procedure proc_name (paramter list)


declarations

begin


sequential statements

end proc_name;

/= means not equal

& means concatenate

VHDL models

Behavioural model:

Describes behaviour of circuit directly: describes possible transitions from state to state in terms of the input variable and the current state.

Data flow model:

Uses next state equations. Approximate timing model.

Structural model:

Describes circuit at a logic block level (gates, D-types, etc)

Allows proper modelling of timing.

Designing FSMs in VHDL

· State table technique: use 2-dimensional arrays to describe next state and output based on current state and input.

· ROM technique: use a 1-dimensional array to represent a ROM.

· PLA implementation: need to implement PLA functionality as a VHDL function and use array to represent programming of PLA.

Register to Register architecture:

Optimisation problem:

· draw a flowchart, showing operations sequentially

· draw tables showing variables being used during each state. Find the maximum number of concurrent uses: this gives you the number of registers required.

· draw tables showing how many of each functional operations are used simultaneously, and identify how many of each type are needed.

· draw tables showing interconnections, and identify maximum number of interconnections used simultaneously.

Left edge algorithm for calculating register sharing:

· draw a table of variables used in each state, with states L-R and longest lifetime variable from top-to-bottom.

· Allocate first variable to Reg 1. 

· Allocate all non-overlapping variables to Reg 1, starting from top.

· Remove all allocated variables from table.

· Repeat, assigning the top variable to Reg 2, etc.

Now, draw the circuit blocks, connections and multiplexers as a complete circuit.

Further optimisation techniques:

Connectivity:

Need to minimise number of multiplexers within design. May want to adjust combinations of variables so that the number of selectors is minimised: eg for x=a+b and y=c+d then a and c should share a register, as should b and d, so that we can use the same connectivity to the adder for each sum.

Functional block combining:

Can design functional blocks which perform different operations depending on a control input.

Bus-oriented design

Use registers with tristate outputs so that they share a common bus.

· label all connecting paths with letters.

· seperate inputs to functional blocks from outputs from functional blocks

· work out which are compatible and assign buses.

Bus-oriented design requires no selectors.

Register merging

Registers can be assembled into a “register file” if they have non-concurrent access times. This cuts down the number of bus drivers needed. If two registers are non-concurrent, they can share the same inputs and outputs and be selected by the control logic as required.

Pipelining

This technique keeps complexity down and has lower propagation delay. It takes the same time as other architectures to produce the first result, but subsequent results come through much more quickly.

All registers clock simultaneously in a pipeline architecture:

Simulation tools

Levels of simulation

· circuit level simulation: like PSPICE, simulating transistors

· timing level simulation: take terminal information only, ignore second order effects

· switching level simulations: basically logic plus transmission gates

· gate level simulations: ideal gates and delay blocks, works from truth tables.

· behavioural simulation: VHDL-type simulation, highest level.

Can do mixed-mode simulation, using different parts of circuit at different simulation levels.

Basic elements of a gate level simulator:

· preprocessor to check code syntax

· model compiler to generate code description of circuit

· simulator executive which controls progress of simulation time

· display routines to present the output.

Compiled-code model:

In this model, the incoming circuit description is translated into a high-level programming language to describe the circuit. This is then compiled and executed.

Table-driven model:

In this approach, a standard simulation executive is used , whilst the circuit description is held in a database. Tables are held to describe all aspects of the circuit, and this gives a more complete simulation of the circuit.

Simulator executives:

Scheduling:

· can maintain list of events that happen, and execute them in order.

· can use time mapping: simulation time advances in small units and the circuit timing is expressed in terms of these units. 

Fault Simulation:

Parallel fault simulation:

Multiple copies of the circuit are simulated in parallel, with 1 fault-free and n-1 being faulty. Evaluate all possible faults simultaneously for a given input pattern, and identify which faults are detected by the pattern. You can then identify a set of minimum test vectors which will detect every fault in the circuit.

Deductive fault simulation:

Generate fault lists, starting at each input, of faults that can be detected for a given input pattern. Propagate them forward through the circuit and append the next possible fault until you have a single list of faults detected by that input pattern.

· List detectable faults at each input

· If the fault-free state of the node is 1, you need to take the inverse list.

· Use union and intersection of OR and AND.

· append stuck output faults to end of list.

Concurrent fault simulation:

Faulty gates are ignored if their response to the fault condition is identical to their normal behaviour.

Draw tables working through from inputs to outputs. Discard fault conditions when they match the fault-free case. The resulting list gives the fault coverage of the test vector.

The D-Algorithm: generation of test patterns

This is a formal method for generating test patterns.

· select a stuck-at fault at the output of one of the gates.

· starting at the output of the faulty gate, generate the Primitive D-Cube of Failure (see tables) and enter it into a large table of all the inputs and gate outputs.

· using the D-Cube of Propagation, propagate the fault through the circuit to the output.

PDCF:

NAND gates

	in1
	in2
	in3
	output

	0
	X
	X
	1

	X
	0
	X
	1

	X
	X
	0
	1

	1
	1
	1
	0


NOR gates

	in1
	in2
	in3
	output

	1
	X
	X
	0

	X
	1
	X
	0

	X
	X
	1
	0

	0
	0
	0
	1


AND gates

	in1
	in2
	in3
	output

	0
	X
	X
	0

	X
	0
	X
	0

	X
	X
	0
	0

	1
	1
	1
	1


OR gates

	in1
	in2
	in3
	output

	1
	X
	X
	1

	X
	1
	X
	1

	X
	X
	1
	1

	0
	0
	0
	0


D-Cube of propagation:

NAND gates

	in1
	in2
	in3
	output

	D
	1
	1
	not-D

	1
	D
	1
	not-D

	1
	1
	D
	not-D


NOR gates

	in1
	in2
	in3
	output

	D
	0
	0
	not-D

	0
	D
	0
	not-D

	0
	0
	D
	not-D


AND gates

	in1
	in2
	in3
	output

	D
	1
	1
	D

	1
	D
	1
	D

	1
	1
	D
	D


OR gates

	in1
	in2
	in3
	output

	D
	0
	0
	D

	0
	D
	0
	D

	0
	0
	D
	D


Structural Test Methods

Complex circuits are difficult to test thoroughly. This is because it’s impossible to gain access to internal nodes for observation and control. Several structural test methods have been developed to try and get around these problems.

One of these methods is Built-In Logic Block Observation, or BILBO, which consists of a multifunctional circuit inserted into the main circuit path which provides test functionality.

BILBO units can act as shift registers, pseudo-random sequence generators, latches or signature analysers. One approach to using BILBO is to have BILBO units either side of combinational logic blocks, where one BILBO acts as a PRBS generator and the other as a signature analyser, providing a quick check for correct operation.

BILBO and similar techniques are used for testing ICs. However, similar problems with testing arise when dealing with large circuit boards. One of the solutions to this problem is boundary scan.

Boundary scan introduces a small circuit between each pin of an IC package and its logic core. These circuits normally allow the signals to pass freely into and out of the IC, but when put into test mode they can act as a single giant shift register. This allows new values to be inserted into the circuit, and for existing values to be read out. Boundary-scan ICs have a four-pin test access port (TAP) which provides a standardised control mechanism for controlling the boundary scan logic. Some implementations of boundary scan also support PRBS generation for signature analysis.

Self-testing systems

In many circuits it is useful to have self-test functionality to monitor the performance of the circuit and flag any faults or errors.

The simplest ones are memory parity checks, as used in comms protocols. Memory chips store an extra parity bit with each byte as a check against single bit errors. Of course, the parity bit can do nothing against multiple bit errors. Hamming codes can be used with memory for a more robust checking and correction mechanism.

For arithmetical operations, the remainder or residue check system can be used. This exploits the mathematical theorem that if A = B + C then A mod d = b mod d + c mod d. This also works for multiplication, and from this a whole range of remainder checking techniques can be derived mathematically.

In binary logic, generally we use mod-3 as the residue check.

So, to test an 8-bit adder, we convert both the input values to mod-3 and add the results together. This is then compared with the output of the binary adder converted to mod-3. If the two results match, the circuit is working properly.

Residue checks can also be used for multipliers, shifters, rotators, and general-purpose ALUs.

Self-checking for random (glue) logic is very difficult to design, although it can be acheived if a PLA structure is employed. Check bits can be incorporated into the PLA, or a second “residue PLA” can be used to generate a residue code that’s then compared  with the residue of the inputs.

Interfacing between analogue and digital systems (Spring term)

D-to-A converters.

· ratio converter: weighted resistor values are used for each bit. Difficult to implement, particularly for more than a few bits, as small errors in resistance lead to large errors in output voltage.

· R2R converter: weighted resistors replaced with R:2R ladder network, which avoids large resistor ratios and is fairly straightforward to construct.

· Current-mode converter: an R2R converter redesigned to operate with a current source as its drive rather than a voltage source. This gives faster switching times and hence faster conversion. An op-amp at the output converts current to voltage.

· Bipolar converter: variation which gives positive and negative output voltages from a 2s complement number. The MSB is inverted and fed to a conventional current-mode converter, and an offset current is applied to the output before the current-voltage converter.

A-to-D converters:

· Counter ramp converter: a binary counter drives a DAC. The output of the DAC is compared with the input voltage. When the output of the comparator changes state, the counter stops and the value is read off. Very long conversion time (2n clock cycles for a maximum input voltage)

· Tracking converter: the counter counts up or down from its previous value according to the state of the comparator: like playing “higher or lower”! The input cannot change faster than the ADC can track, or it’ll lose count.

· Successive approximation converter: the same structure is used, but the binary search technique is used to find the value quickly: Start with the MSB and work down to the lower values. The input must stay constant over the conversion time to avoid confusing the algorithm. This is widely used in commercial devices.

· Integrating (dual-slope) converter: the analogue input is integrated over a fixed period. Then the integrator is fed from a (negative) reference current, and a counter measures the time for the output to return to zero. Knowing the reference current, the value of the input voltage can be established. This technique has variable conversion time, which is generally fairly long. However, the technique is high-precision and used in DVMs, where conversion time is not critical.

· Quantised feedback converter: a variant on the dual-slope converter, in this case the conversion time is constant. The input voltage is integrated until it reaches a comparator threshold. Then the integrator is discharged and the cycle repeats. The number of times this cycle takes place within the fixed conversion time determines the binary value of the input voltage.

· Flash converter: a chain of comparators is used to directly convert the incoming voltage to a binary number. This is very quick, but restricted to 8 or 10 bits by the huge number of comparators required (256 or 1024, respectively!). This converter is used in digital video applications where speed is considerably more important than resolution. Flash converters are expensive and very power-hungry when compared with the other designs.

Interfacing ADCs and DACs to digital and analogue systems:

Digital interfacing:

DACs need the input word  to stay constant during the conversion process, so conventionally a DAC is interfaced to a bus via a latch circuit. This may need to be a two-stage process if (as is often the case) the DAC is wider than the data bus.

ADCs are interfaced to buses via tri-state buffers. Again, if the ADC resolution exceeds the width of the data bus then multiple buffers and enable signals will be needed to allow the value to be read off in a multi-stage process.

In both cases the enable logic will vary depending on whether the system is little-endian (LSB first) or big-endian (MSB first)

Converters are also sometimes equipped with support for the I2C bus, which is a two-wire serial interface running at up to 400kb/s. This can be easily used for slow converters, but bus delay may become too significant on faster models.

Analogue interfacing for ADCs.

Because most converters (notably tracking and successive-approximation types) require the analogue voltage to change slowly, this can impose severe limits on the bandwidth of the signal to be sampled, because of the sampling theorem.

This problem can be reduced by the use of a sample-and-hold circuit, which samples a value from the input waveform and holds a steady output for the duration of the conversion time. This is usually done with two high-performance opamps buffering a low-leakage capacitor. Introducing S/H circuits increases the complexity of the ADCs control circuits, as the S/H must be triggered correctly and allowed to stabilise before conversion begins.

Analogue interfacing for DACs

The output of a DAC is very steppy, and a hold circuit can be used to try and smooth it out. The simplest is a zero-order hold, which just holds a constant output voltage until the next sample. First and second order holds use Taylor-series type approximations to smooth out the waveform. However, the added complexity of high-order hold circuits is not usually worth the benefit- a higher sampling rate is used instead.

To avoid problems with aliasing, DACs should be followed by an anti-aliasing filter, which has a cut-off frequency of half the sampling rate. The quantisation effect of the digitisation process can be modelled at the output as a quantisation noise power, which decreases rapidly as the number of bits is increased. This will be the limiting factor on the noise levels of subsequent analogue stages.

Noise in measurements

Most measurement systems require large amounts of amplification in order to boost the low signal levels from sensors to the levels required for accurate A-to-D conversion. Unfortunately, amplification brings noise with it, and measures to minimise noise on measurements are necessary.

Noise may be reduced by averaging the signal in the time domain (equivalent to filtering in the frequency domain), although this reduces the speed of transients in the signal. In practical measurement systems, the averaging may be obtained by either analogue or digital filtering techniques.

The noise in the signal is reduced by a factor proportional to 
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where Tr is the averaging time. For periodic signals, further improvements can be made by sampling the signal at the same point in its period on several occasions and then averaging together: this technique is known as multiple time averaging (MTA).

Drift and offset

Amplifiers exhibit offset, drift and 1/f noise in addition to white noise. These effects can limit the performance of A/D conversion systems, even when averaging techniques are used.

As all three of these problems occur at d.c. or low frequencies, an a.c. based measurement system can be used to eliminate them. This uses an a.c. coupled amplifier and a switching system to translate d.c. components up in frequency.

Switches alternate the d.c. polarity of the incoming signal before it’s fed to the a.c. amplifier. After the amplifier a synchronous switch (known as a phase sensitive detector or PSD) is used to restore the d.c. level of the signal.

Another technique, known as chopping, involves switching the input signal to ground at regular intervals instead, but acheives similar results.

This technique is a very efficient means of eliminating offset, drift and 1/f noise, providing that the PSD switching frequency is well above the 1/f noise corner frequency. It’s used very widely in devices known as lock-in amplifiers.

Measuring magnitudes

Measuring the amplitude of a signal with known timing.

Minimising the noise on a signal is a delicate process- a simple averaging or integration will alter the amplitude of the signal, but noise spikes can give spurious readings.

The best technique for doing this is a weighted integral, using a bell-shaped weighting function which is multiplied with the incoming signal before integrating. This function ensures that the majority of the final value is taken from the middle of the pulse, where the SNR is highest. This technique is in fact a direct equivalent of the matched filter technique used in the frequency domain. The gain-frequency response of the filter should be identical to that of the signal, and the phase-frequency response should be the exact reverse of that of the signal.

The weighting function can be modified by incorporating baseline measurements to correct for offset and drift. The baseline samples are taken either side of the wanted pulse, and require averaging to extract the baseline from noise. By multiplying the two responses together, it’s possible to obtain a weighting function that corrects for offset and drift.

Measuring timing

In most situations it is necessary to extract timing information from either a step edge or a pulse function. This is done by use of a curve-fitting algorithm, which adjusts the timing until the differential of the difference between the signal and a reference transient is close to zero. The process is improved by multiplying by a weight function which is the differential of the reference transient.

Pulse timing is a good deal more reliable than step timing, because of the nature of the weighting function.

Measuring frequency

This can be done simply with a counter: the counter counts the number of cycles over an accurately defined period and then the frequency can be determined.

Alternatively, a ratemeter may be used. This consists of a monostable driving a low-pass filter. The output of the filter is a dc voltage proportional to frequency.

To measure the frequency of a single transient (say a guitar string being plucked) it’s necessary to correlate against a reference transient and adjust parameters to get the best fit.
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